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Introduction

• Collocation 
• Frequency
• Mean and Variance
• Hypothesis Testing

– t- test
– Chi-square test
– Likelihood ratios

• Mutual Information

• corpus
– The reference corpus consists of four months of the New York 

Times newswire: 1990/08 ～ 11. 115 Mb of text and 14 million 
words
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Collocation (1/4)

• A Collocation is an expression consisting of two or more 
words that correspond to some conventional way of 
saying things

• Collocations of a given word are statements of the 
habitual or customary place of that word
– E.g., 

• broad daylight  
• strong tea
• kick the bucket
• hear it through the grapevine
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Collocation (2/4)

• Definition of a collocation

– (Choueka, 1988)

– [A collocation is defined as] “a sequence of two or more 
consecutive words, that has characteristics of a syntactic and 
semantic unit, and whose exact and unambiguous meaning or 
connotation cannot be derived directly from the meaning or 
connotation of its components."
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Collocation (3/4)

• Criteria:
– non-compositionality

• The meaning of a collocation is not a straight-forward 
composition of the meanings of its parts.

• E.g., to hear it through the grapevine
– non-substitutability

• We cannot substitute near-synonyms for the components of a 
collocation.

• E.g., strong tea  ≠ powerful tea

≠
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Collocation (4/4)

• Criteria:
– non-modifiability

• Many collocations cannot be freely modified with additional 
lexical material or through grammatical transformations

• To get a frog in one ’ s throat  ≠ get an ugly frog in one ’ s 
throat 

– non-translatable (word for word)
• we cannot translate it word by word
• English:

– just a pice of cake
• Chinese:

– 只是一片蛋糕??
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Why study collocations?

• In nature language generator (NLG)
– a sequence of words should be natural

• In lexicography
– to automatically identify the important collocations to be listed in 

a dictionary entry
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Frequency (1/5)

• The simplest method for finding collocations in a text 
corpus is counting
– If two words occur together a lot, then that is evidence that they 

have a special function that is not simply explained as the 
function that results from their combination.

• Method:
– Select the most frequently occurring bigrams
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Frequency (2/5)

• We are not very interesting as is 
shown in right side table
– Except for “New York ”, all bigrams 

are pairs of function words

• Solution:
– Pass the candidate phrases 

through a Part of speech tag 
patterns for collocation filtering

– (Justeson & Katz, 1995)
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Frequency (3/5)

• Frequency + POS filter
– There are only 3 bigrams that we would not regard as 

noncompositional phrases: last year, last week, and next year
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Frequency (4/5)

• Compare “strong” and “powerful”
– The nouns w occurring most often in the patterns “strong w” and 

“powerful w”
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Frequency (5/5)

• Conclusion
– works well for fixed phrases
– Simple method
– Requires small linguistic knowledge

– But many collocations consist of two words that stand in a more 
flexible relationship to one another

– E.g.
• she knocked on his door
• they knocked at the door
• 100 women knocked on Donaldson’s door
• a man knocked on the metal front door



13

Mean and Variance (1/7)

• The mean and standard deviation characterize the 
distribution of distances between two words in a corpus

– A low variance means that the two words usually occur at about 
the same distance

– A low variance --> good candidate for collocation



14

Mean and Variance (2/7)

• The mean is the average offset (signed distance) 
between two words in a corpus

• The variance measures how much the individual offsets 
deviate from the mean
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Mean and Variance (3/7)

• Capture collocations of fixed distance
– bigram, trigram …
– E.g., 

Using a three word collocational window to 
capture bigrams at a distance
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Mean and Variance (4/7)

• Capture collocations of variable distances
– E.g., Discovering the relationship between knocked and door is 

to compute the mean and variance of the offsets
• she knocked on his door
• they knocked at the door
• 100 women knocked on Donaldson ’ s door
• a man knocked on the metal front door
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Mean and Variance (5/7)

• For example

variance is low

variance is high
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Mean and Variance (6/7)

• std. dev. ~0 & mean offset ~1 --> would be found by 
frequency method

• std. dev. ~0 & high mean offset --> very interesting, but 
would not be found by frequency method
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Mean and Variance (7/7)

• Criteria: 
– If offsets (di) are the nearly in all co-occurrences

• variance is low
• definitely a collocation

– If offsets (di) are randomly distributed
• variance is high
• not a collocation
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Hypothesis Testing (1/2)

• High frequency and low variance can be accidental
– two words to co-occur a lot just by chance

• We formulate a null hypothesis H0 that there is 
noassociation between the words beyond chance 
occurrenc
– compute the probability p that the event would occur if H0 were 

true, and then reject
– Typically a significant level of  p < 0.05, 0.01, 0.01 or 0.001
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Hypothesis Testing (2/2)

• How can we apply the methodology of hypothesis testing

– We formulate a null hypothesis H0

• H0 : no real association  (just chance…)
• if two words w1 and w2 do not form a collocation, then w1 

and w2 are independently
• generated completely independently is simply given by:

)()()( 2121 wPwPwwP =

expectedobserved
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The t test (1/7)

• The t test looks at the mean and variance of a sample of 
measurements 
– where the null hypothesis is that the sample is drawn from a 

distribution with mean µ

N
s

xt
2

μ−
=

x is the sample mean, s2 is the sample variance, N is the sample size, and 
µ is the mean of the distribution

high probability p-value

low probability p-value

critical value c
t
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The t test (2/7)

• a simple example:
– H0 : Null hypothesis is that the mean height of a population of 

men is 158cm
– Data is given a sample of 200 men with x =169 and s2 = 2600
– Test: this sample is from the general population (the null 

hypothesis) or whether it is from a different population of smaller 
men

Result: Since the t we got is larger than 2.576, we can reject the 
null hypothesis with 99.5% confidence. The sample is not drawn 
from a population with mean  158cm.

Confidence level of 
α = 0.005, t0 = 2.576

05.3

200
2600

158169
≈

−
=t
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The t test (3/7)

• Example with collocations
– “new companies” Is it a collocation??
– In a corpus:

– null hypothesis 
• occurrences of new and companies are independent
• P(new companies) = P(new) P(companies)

14,307,668total words

8new companies

4,675companies

15,828new

c(w)w



25

The t test (4/7)

• P(new companies) = P(new) P(companies)
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then the variance s2 = p(1-p) ≈ p , for most bigrams p is small
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The t test (5/7)

• With a confidence level α=0.005, critical value is 2.576

• Since t ≈ 0.999932 < 2.576
– We cannot reject the null hypothesis that new and companies 

occur independently and do not form a collocation
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The t test (6/7)

• The t test applied to 10 bigrams that occur with 
frequency 20

For the top five bigrams, we can reject the null hypothesis.
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The t test (7/7)

• Notes:
– the t test takes into account the frequency of a bigram relative to 

the frequencies of its component words
• If a high proportion of the occurrences of both words,

then its t value is high

– The t test and other statistical tests are most useful as a method 
for ranking collocations.
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Hypothesis testing of differences (1/2)

• The t test apply to a slightly different collocation 
discovery problem
– to find words whose co-occurrence patterns best distinguish 

between two words
– the null hypothesis is that the average difference is 0 ( µ=0)
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Hypothesis testing of differences (2/2)

• Used to see if 2 words (near-synonyms) are used in the 
same context or not
– “strong” vs “powerful”
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chi-square test (1/9)

• An alternative test for dependence
– The t-test has an assumes is that probabilities are approximately 

normally distributed, which is not true in general
– the χ2 -test does not assume normally distributed probabilities

• chi-square test
– The essence is to compare the observed frequencies in the table 

with the frequencies expected for independence

obs(¬w1,¬w2)
exp(¬w1,¬w2)

obs(w1,¬w2)
exp(w1,¬w2)¬w2

obs(¬w1,w2)
exp(¬w1,w2)

obs(w1,w2)
exp(w1,w2)w2

¬w1w1
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chi-square test (2/9)

• χ2 test statistic
– sums the differences between observed frequencies and 

expected values for independence
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chi-square test (3/9)

• Example with collocations
– χ2 test

– Observed frequencies

∑
−

=
ij ij

ijij

Exp
ExpObs

x
2

2 )(

N = 1430766814291840
c(¬ new)

15828
c( new)

TOTAL

14302993
c(¬ companies)

14287173
(ex: old machines)

15820
(ex: new machines)

w2 ≠ companies

4675
c( companies)

4667
(ex: old companies)

8
( new companies)

w2 = companies

TOTALw1 ≠ neww1 = newObserved
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chi-square test (4/9)

– Expected frequencies Expij

– E.g., expected frequency for cell (1,1) (new companies)
• If “new” and “companies” occurred completely independent
• we would expect 5.17 occurrences of “new companies” on average

14287178.17
c(¬ new) x c(¬ companies) / N

14291848 x 14303001 / 
14307676

15822.83
c(new) x c(¬ companies) / N

15828 x 14303001 /14307676

w2 ≠ companies

4669.83
c(companies) x c(¬ new) / N

4675 x 14291848 / 14307676

5.17
c(new) x c(companies) / N
15828 x 4675 / 14307676

w2 = companies

w1 ≠ neww1 = newObserved

17.515820846678
11 =×

+
×

+
= N

NN
Exp



35

chi-square test (5/9)

• χ2 test
– sums the differences

– The χ2 test can be applied to tables of any size, but it has a 
simpler form for 2-by-2 tables:
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714287178.1
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chi-square test (6/9)

• χ2 test

– The probability level of α=0.05 the critical value is 3.84

– Since χ2 = 1.55 < 3.84:

• So we cannot reject H0 (that new and companies occur 
independently of each other)

• So new companies is not a good candidate for a collocation
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chi-square test (7/9)

• χ2 test for machine translation
– To identify translation word pairs in aligned corpora

– E.g., sentence pairs which have “cow” in the English sentence 
and “vache” in the French sentence

– χ2 = 456 400 >> 3.84 (with α= 0.05)
– So “vache” and “cow” are not independent… and so are 

translations of each other

57100757094067TOTAL

5709425709348¬ vache

65656vache

TOTAL¬ cowcowObserved
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chi-square test (8/9)

• χ2 test for corpus similarity
– Compute χ2 for the 2 populations (corpus1 and corpus2)
– Ho: the 2 corpora have the same word distribution

………Word 500

…………

6.220124Word 3

6.675500Word 2

60/9 =6.7960Word 1

RatioCorpus 2Corpus 1Observed
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chi-square test (9/9)

• χ2 test is appropriate for large probabilities

• χ2 is not appropriate with sparse data (if numbers in the 
2 by 2 tables are small)

• Against using χ2 if the total sample size is smaller than 
20 or if it is between 20 and 40 and the expected value in 
any of the cells is 5 or less
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Likelihood ratios (1/6)

• Two Hypothesis used in Likelihood ratios
– Hypothesis one is a formalization of independence
– Hypothesis two is a formalization of dependence

– We use the usual MLE for p, p1 and p2 and write c1 c2 and c12 for 
the number of occurrences of w1, w2 and w1w2 in corpus

)|()|(:2 Hypothesis
)|()|(:1 Hypothesis
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Likelihood ratios (2/6)

• Assuming a binomial distribution:
knk xx

k
n

xnkb −−⎟⎟
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= )1(),;(

b(c2-c12 ; N-c1, p2)b(c2-c12 ; N-c1, p)c2–c12 out of N-c1 
bigrams are :w1w2

b(c12 ; c1, p1)b(c12 ; c1, p)c12 out of c1
bigrams are w1w2

P2 = (c2-c12) / (N-c1)P = c2 / NP(w2 | ¬ w1)

P1 = c12 / c1P = c2 / NP(w2 | w1)

H2H1
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Likelihood ratios (3/6)

• ratios
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Likelihood ratios (4/6)

• ratios

Easier to interpret !!
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Likelihood ratios (5/6)

• Likelihood ratios is simply a number that tells us how 
much more likely one hypothesis is than the other

• –2log λ is asymptotically χ2 distributed

• Likelihood ratios is easily to interpret the sparse data 

• The approximation is usually good, even for small 
sample sizes
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Likelihood ratios (6/6)

• Relative frequency ratios

Ten bigrams that occurred twice in the 1990 New York 
Times corpus, ranked according to the (inverted) ratio of 
relative frequencies in 1989 and 1990

024116.0
1173156468
143076682

≈=r
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Mutual Information (1/6)

• Uses a measure from information-theory
– Originally defined mutual information between particular events 

x and y, in our case the occurrence of two words
– If two events x and y are independent, then I(x,y) = 0
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Mutual Information (2/6)

• Assume:
– c(Ayatollah) = 42
– c(Ruhollah) = 20
– c(Ayatollah, Ruhollah) = 20
– N = 143 076 668

• Then:

38.18

14307668
20

14307668
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14307668
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logRuhollah)h,I(Ayatolla

 
)()(

),(log    ),(

2

2

≈
⎟
⎟
⎟
⎟

⎠

⎞

⎜
⎜
⎜
⎜

⎝

⎛

×
=

=
yPxP

yxPyxI



48

Mutual Information (3/6)

• Mutual Information with the same ranking as t-test

mutual information

t-test

38.18

14307668
20
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14307668
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Mutual Information (4/6)

• well measure of independence
– values close to 0 --> independence

• bad measure of dependence
– bigrams composed of low-frequency words will receive a higher 

score than bigrams composed of high-frequency words
– because score depends on frequency ratios

)(
92.0log

)(
4414974
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Mutual Information (5/6)

• These examples illustrate that a large proportion of 
bigrams are not well

inaccurate due to sparseness !!
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Mutual Information (6/6)

• because of originally define is a bad measure of 
dependence on the frequency

• redefined as C(w1w2)I(w1,w2) 
– to compensate the bias of the original definition in favor of 

low-frequency events
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